Protecting Your Infrastructure Investment with Automated Documentation

Would you fly an airplane without landing gear?

by Paul Robichaux
Introduction

Managing and maintaining today’s enterprise networks is an increasingly complex task.  System administrators need clear and precise documentation of the computer systems they maintain.  IT management needs confidence that all of the components of the networks they manage—web servers, mail servers, application servers, and the underlying operating systems—are properly configured, and that the configuration in them isn't vulnerable to being lost in a disaster.

Developing this kind of documentation is hard enough. Maintaining documentation usually slips to the bottom of most IT departments' to-do list because it seems to take away time and resources that have to be spent on keeping the network up. However, this approach eventually ends up costing more than the process of documentation, since the unavailability of documentation means you're flying blind when it's time to recreate a system configuration.

This paper is written to help you answer four key questions about automated documentation management (ADM):

· What is automated documentation management?

· Why is automated documentation management important?

· What can automated document management do for me in my network?

· How does automated documentation management work?

It's interesting to me that ADM is widely used in a variety of industries where the accurate transfer of system knowledge is of critical importance—the nuclear power, air transport, and aerospace industries all rely on products that generate accurate product documentation. That's because these industries understand the inherent costs in not having good documentation. Only recently have capable ADM products emerged for computer network and application configuration management.

What Is Automated Documentation Management?

Automated documentation management is a process of building detailed documentation that captures the state and configuration of servers on a network without manual intervention. ADM tools work by querying servers and recording the details of their environment settings. ADM systems typically log both hardware and software system settings.  They enable the entire spectrum of IT workers-- from the help desk to the chief technical officer-- to see current and correct information on demand.

The term "automated documentation management" implies some things about the process:

· It's automatic and can take place with little or no manual intervention

· It generates documentation, which should ideally be detailed enough to accurately reflect every configuration setting on the machine

· It allows you to manage the documentation process, including regenerating the documentation whenever something changes.

It's Automatic

One of the key benefits of ADM is that it's completely automated. The biggest hurdle to getting an accurate set of baseline documentation for your network is the time it takes to do it. It's pretty boring work for a human, and it's easy to miss some critical setting tucked away in one of the hundreds of Exchange Server properties dialogs. 

For most mainframe and minicomputer systems, though, documentation was so critical that someone had to grit their teeth and gather it anyway. Very few companies have been willing to extend the same level of effort to their Windows and Unix-based servers. These servers are thus more vulnerable than they need to be to downtime caused by poorly planned changes, loss of key personnel, or disasters like tornadoes and virus infestations.

ADM tackles this resource problem by automating the data collection process. Instead of requiring a human to laboriously page through each settings dialog box on each server, the ADM process queries the server, collates the results, and generates documentation. This gives you two key benefits: minimal human time is spent collecting information, and the information that is collected is not susceptible to human error or omission.

It Generates Documentation

This point may seem self-evident; after all, what good is a documentation tool that doesn't generate anything? The distinction between "anything" and "anything useful" is often overlooked, too—an ADM system has to generate a complete and accurate set of documentation to be useful. Some types of material aren't well suited to automation, but system documentation is perfect: there's no latitude or room for interpretation about what value some setting has.

Ideally, an ADM system would work with minimal priming; that is, it should be able to discover the resources and configuration data without preloading any data. This makes it possible for you to use an ADM system to discover the current configuration of machines on your network completely from scratch, with no prior user or administrator knowledge of the systems, their status, what kind of hardware they're using, and so on.

Skilled help wanted

Normally, generating documentation requires you to have multiple players: administrators, network engineers, and technical writers. Depending on the size and breadth of the network you're documenting, you may also need illustrators. Assuming you have these resources available, and that training them to do what needs to be done is within your budget, all of them have to work together as a team to produce documentation in the appropriate format, with the right content.

Unfortunately, that documentation becomes obsolete as soon as any setting on any documented server is changed! It's difficult to keep the cycle time for updates reasonable; if you update documentation monthly, what happens if you need an up-to-date set of documentation in the middle of the month? ADM systems eliminate these problems by doing the writing and formatting for you on demand, so that your documents are always up to date.

Good documentation is error-free and omission-free.  It contains meaningful charts and diagrams.  The target audience must find it easy to read and it must convey ideas clearly.

Who's the documentation for?

Consider another question: who's going to be using the documentation? System administrators can often get by with very concise reports listing only the most critical configuration parameters, but it's common for IT management to need high-level information about systems without the complete technical details. A truly useful tool would produce reports with varying levels of detail appropriate for varying levels in the organization.

It Helps You Manage the Process

If you think of ADM as a process rather than a result, you can see that it's an ongoing effort. For documentation to add value to your network, you need to know that it's accurate, complete, and up to date. This strongly implies something you do over and over, not something that happens once. A properly managed documentation process will give you three useful things:

· A way to document the initial state of a system. For example, it's common to find Exchange administrators who have inherited an existing system and have no idea how it's configured. The ability to quickly document something as-is at a given point in time is very valuable.

· A way to regenerate the documentation whenever necessary. This ensures that the documentation always reflects the actual state of the network.

· A way to capture the entire state of the network when it changes. 

What Can Automated Documentation Management Do for You?

ADM systems deliver five key benefits. You can quantify what these benefits are worth to your organization by assessing what not having them currently costs you.

Better Knowledge Transfer

Sometimes working in the IT industry is like being part of a primitive tribe of hunter-gatherers. Before the development and spread of written language and printing technology, most knowledge was conveyed orally. While this is a great way to tell ghost stories around the campfire, it's not an adequate way to spread knowledge about a complex system. 

Increasing knowledge transfer cuts the amount of overhead necessary to get two people, or teams, to the same level of understanding about a system. Good documentation is a critical resource for training new employees (whether they're administrators, operators, or managers), and it gives everyone involved in a project a common frame of reference for making decisions about the system—decisions made with enlightenment, not in uncertainty.

Easier Troubleshooting

Under the best of circumstances, troubleshooting can be very difficult.  When the problem machines’ configurations are not clearly documented, the job is unnecessarily more complex. One of the first questions Microsoft's product support engineers ask when you call in a problem is "What settings have recently changed on the affected machine?" If you can correctly answer this question, you stand a much better chance of identifying, and fixing, problems with your servers before they grow and begin to cause downtime.

Increased Protection Against Staff Turnover

Most IT organizations are vulnerable to an insidious type of denial-of-service attack that I call the Big Red Truck attack. What happens when your most knowledgeable administrator gets hit by a big red truck and is hospitalized, with lots of painkillers, for two weeks? Can the rest of your staff handle the load? What does your bedridden administrator know that no one else does?

Accidents happen; more often, though, vacations and reorganizations happen, and people leave—sometimes without notice—for greener pastures. It's common for one or two people in an organization to be the only ones who really understand how a network or system is put together. Sometimes this happens accidentally; one person acquires critical knowledge because they've been there a long time or because their skill in a particular area has led to them being assigned to other key areas. Other times, people intentionally set out to learn as much as they can to maximize their value. 

If a key member of the technical staff leaves the organization, years of critical knowledge can leave as well—never to be regained.

Automated documentation management systems protect you against this kind loss by providing full and continuous information about the evolution and current condition of a system. At any time, you can get an accurate report of how every server on your network is configured, so there are never any surprises, and you never have to wonder what's been missed since the key administrator retired. 

Faster Disaster Recovery

Disaster recovery is never easy, especially when the disaster hits your data center. However, you can make it easier by having good records of how your network and systems are configured. These records facilitate a quick return to the original working state of the network. 

You need look no further than the ILOVEYOU virus to see a powerful argument in favor of having a complete record of your mail servers' configuration. Should a natural disaster, a virus infection, a denial of service attack, or employee behavior (intentional or accidental) interrupt your normal operations, having a record of how things were before things went amok is critical in returning to normal operation.  The key to this record is full, precise, and current documentation.

Streamlined Migration

If you're thinking about moving to Exchange 2000 and Windows 2000, good documentation of your existing setup is critical. That's because these two products depend on a well-designed network infrastructure, and Microsoft warns strongly against just slapping them in place on your existing network. Instead, you should be preparing to migrate by studying the existing environment and planning how you want to reconfigure it to make it more efficient—and you can't study unless you have something to study.

Even if you're not planning on migrating to Windows 2000/Exchange 2000 anytime soon, consider the impact of acquiring, or being acquired by another company with its own network. How can you effectively merge the two unless you have good information on each?

Lower Management Cost

You can't manage what you can't understand. If your network is very small, it's easy for almost anyone to understand. As its complexity grows, however, it becomes harder and harder to get a complete and accurate picture of its configuration. This problem is exacerbated by complicated services like Exchange Server, which has approximately three times as many configurable parameters as the base OS
. 

A typical enterprise network for a medium- to large-sized network can have several dozen file and application servers running Windows NT/2000, plus a variable number of large Exchange servers. Microsoft provides good tools for remotely monitoring and managing these servers, but these tools don't do administrators any good if they don’t know what settings are currently in place.

Well-documented systems optimize the most expensive IT resource of every company ( its system administrators.

The cost of managing your systems is lowered as the ADM builds a reference base of your systems' configuration. This reference provides you the other benefits mentioned earlier in this section—all of which contribute to a lower total management cost, no matter how big and complicated your network may be.

How Does Automated Documentation Management Work?

To get a good understanding of how automated documentation management systems work, you have to understand how manual systems work—I'll start there, then we'll move on to examining what an ADM has to do.

The Manual Process

The manual process consists of the steps the technical staff must perform to develop comprehensive documentation of the system

1. Find the servers on the network. There are a number of automated tools that you can use to do this; paradoxically, this is often the only piece of information that is well maintained in many organizations.

2. Find the servers' owners and physical locations. You have to do this so you can begin to create a plan to cover all the servers in your survey, including those in protected areas or remote locations. Unfortunately, it's not always easy, especially if you're trying to coordinate this process from headquarters and your enterprise is geographically distributed.

3. Get access to the servers. Once you know who owns which servers, you can start the process of gaining network or physical access to the servers—assuming the owners are cooperative. Get those frequent-flyer membership cards ready if your network spans a wide geographic area!

4. Examine their configuration. This step is alarmingly prone to human error, since it consists of having a human pore over the hardware and software configuration to generate a detailed list of the system settings for each system. Boring, repetitive processes are particularly prone to error, and this step is nothing if not boring and repetitive. To make things worse, it's difficult to catch mistakes at this stage until you have a need to use the data—and then it's often too late.

5. Analyze the results. Someone has to manually analyze the results of step 4, throwing out any invalid or duplicate data, fixing accidental errors, and adding new data where the original set wasn't detailed enough. 
6. Build the final report. Once all data has been collected, and is known to be accurate, the final reports must be developed. That means that someone has to prepare readable charts, diagrams, and text, taking into account the target audience and their needs and expectations. 

7. Go back to step 1. Whenever something changes on any server in the scope of management, you'll have to repeat these steps. That, of course, assumes that you know when something changes, as opposed to finding out after the fact. 

The Automatic Process

Two of the driving factors behind the early years of general-purpose digital computers are still drivers today: the desire to automate repetitive processes and the desire to (where possible) eliminate opportunities for human error. ADM systems provide both of these benefits when you apply them to your network. 

ADM products perform all of the steps listed above in the discussion of the manual process (except, of course, for step #3). The goal is to be able to point an ADM tool at one server and let it discover other servers on the network, recording the configuration of each one as it's encountered. The discovery process works without any user input, cataloging the data it finds. This makes it possible to re-run a discovery whenever necessary with little or no operator involvement.

To be useful, an ADM tool needs to capture as complete a range of parameters as possible. There are a total of about 100 critical parameters for a Windows NT server, plus approximately 300 more for servers running Exchange Server. 

The Ecora Product Family

Ecora offers ADM products that deliver the benefits of automated documentation management for Windows NT and Microsoft Exchange servers. These products allow you to

· Generate complete and detailed documentation covering the entire core configuration of Windows NT and Exchange

· Select short or long-form documentation in PDF, HTML, Microsoft Word, and Visio format; you can edit the documentation as necessary once it’s been generated

· Regenerate your documentation any time your network or server configuration changes

· Choose from a variety of services ranging from remote ADM to a network documentation appliance that quietly sits on your network and keeps your documents up to date.

Conclusion

Hopefully, it has been made clear that full and precise documentation is necessary.  Optimal operation and maintenance of systems and networks is impossible without it.  Unfortunately, not only is this documentation difficult to create, but also it’s hard to keep updated.

This is where ADM comes in handy: it generates the initial documentation and makes updating it a snap.  This process preserves resources otherwise spent developing the documentation.  Just as importantly, it gives the people that would otherwise be pulling out hair over difficult problems a big head start in solving problems.
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